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Asset Price Dynamics, Volatility, and Prediction

Empirical and numerical questions, written by Stephen Taylor

Last revised August 2006

Several of these questions could be combined to provide students with an empirical project.
Chapter 2

1. a) Obtain a time series of daily asset prices, containing prices for between six and twelve years. You could make use of a source in Table 2.1, or you could make use of one of the time series provided at the same web page as these questions.
b) Find the average number of prices per year in your time series. Compare this average with the number of calendar days in one year minus the average number of days that the market is closed, at weekends and for holidays. Identify and remove any spurious prices that are recorded for days when the market is closed.

c) Plot the prices in time order. What can you learn from your plot?

2. a) Calculate a time series of daily returns from your daily asset prices, after deciding whether or not you wish to include dividends in the calculations.
b) To check for errors in your prices, first rank the absolute values of the returns in descending order. Are any of the extreme values, i.e. the largest numbers, suspicious? In particular, are there any pairs of consecutive days that both have extreme returns, one positive and one negative? Can you find explanations for the extreme values in newspapers or other media reports?
c) Also check for sequences of zeroes in the series of returns, that may indicate either that some missing prices have been replaced by the latest available numbers or that the asset was infrequently traded.

3. Plot the returns in time order. Can you see any evidence of volatility clustering?

Chapter 3

1. (a) Simulate the price model described in Section 3.6.1 for a five-year period. Use the values of B and 
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 stated on page 45 and set the standard deviation of the market returns 
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(b) Find the median of the magnitudes of the proportional pricing errors, defined 
by 
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Chapter 4

For the following questions, analyze either the returns contained in your own time series or returns calculated from the prices in a file provided at the same web page as these questions.
1. Estimate the average annual return. Is the average higher or lower than you would expect from financial theory?
2. Calculate the standard deviation (s.d.) of the daily returns. Convert this number to an annualized s.d., by multiplying the daily s.d. by the square root of the average number of daily returns in one year. Is the annualized s.d. higher or lower than you would expect from your reading of Section 4.4?

3. If you believe that you might find the results interesting, investigate the dependence of average returns on calendar variables.
4. How often are the returns more than 3 standard deviations above the mean? And how often are they more than 3 standard deviations below the mean? Compare your empirical frequencies for these events with the theoretical values for a normal distribution.

5. Plot an estimate of the density of your standardized returns, 
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, and compare it with the standard normal density. You may wish to use equations (4.6) and (4.7).

6. a) Calculate the autocorrelations of the returns, the absolute returns and the squared returns, for at least the first 20 lags. Plot the three sets of autocorrelations against the lag variable. What do you learn from the plot?
b) Calculate the portmanteau Q-statistic for each set of autocorrelations (defined in equations (4.10) and (4.11)). Use these test statistics to test the null hypothesis that the returns process is made up of independent and identically distributed variables.

7. Does your returns data provide results that are compatible with the three stylized facts for daily returns?

Chapter 5

1. a) Use a time series of returns to calculate the sample variance ratio, given by equation (5.7), for all integer values of N between 2 and 10 inclusive. What do these variance ratios show us?
b) Calculate estimates of 
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 by using either equation (5.9) or (5.11), for all lags 
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 between 1 and 10 inclusive. What can we learn from these estimates?
c) Calculate the test statistic 
[image: image8.wmf]N

z

 when 
[image: image9.wmf]10

=

N

. Test the random walk hypothesis, using a 5% significance level.
Chapter 6
1. a) Use a time series of returns to estimate their spectral density function, using equation (6.8) with 
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. What can be seen from a plot of the spectral density function?
b) Use the density estimate at zero frequency to evaluate the statistic 
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 and then test the random walk hypothesis, using a 5% significance level.

Chapter 7
Answer the following questions about the moving-average trading rule (defined in Section 7.2.1) for a long time series of prices. You need to choose values for the three parameters, S, L and B. Common choices are 
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. Either set the bandwidth B to zero (which simplifies the calculations) or make your own choice of a positive value of B.
1. Calculate the two time series of moving averages and then classify each day as Buy, Sell or Neutral.
2. For the set of Buy days, count their number and find the mean and the standard deviation of their returns. Repeat these calculations for the Sell days. Compare the two means and then compare the two standard deviations.

3. Calculate the z-statistic defined by equation (7.14) and then test the null hypothesis that the trading rule is uninformative, at the 5% significance level.

4. Particularly if your value of z is positive and significant, you might like to try to calculate the breakeven transaction cost given by equation (7.19). You can simplify the calculation by assuming that interest rates are constant.
5. Find the longest period of consecutive Buy days. What happened to the asset price during this period? Can any reason be found for this long sequence of Buy days? Repeat for the longest period of consecutive Sell days.

6. By varying S and/or L, can you find values of S and L that provide more evidence of return predictability than your original choices?
Chapter 8
1. Search the Web for a time series of values of VIX, which is an index of volatility expectations for the US stock market. Plot the time series and calculate summary statistics, such as the minimum, lower quartile, median, upper quartile and maximum. Do these volatility numbers vary across a wide range of values?
Chapter 9

Answer the following questions for a long time series of daily equity prices or index levels.
1. (a) Estimate the parameters of the GARCH(1,1) model, with conditional normal distributions, as illustrated in Section 9.4. Find the maximum likelihood estimates of the parameters 
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2. Next, estimate the GJR(1,1) model of Section 9.7. Assume the conditional mean is a constant value 
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 and that the conditional distributions are normal. Find the maximum likelihood estimates of the parameters 
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3. Compare the following for the estimated GARCH and GJR models: (i) their persistence estimates, (ii) the maximum values of the log-likelihood function.
4. Plot two time series of annualized conditional volatility values, derived from the daily conditional variances, first for the GARCH model and second for the GJR model. Are there often important differences between the two volatility values?

5. When was volatility particularly high? Can any reason be provided for the timing of the high volatility levels?
Chapter 10
1. Compare empirical estimates for an ARCH model that filters squared excess returns (e.g. the GJR(1,1) model given by equation (9.52)) with a comparable model that filters the absolute values of excess returns (e.g. the threshold model given by equation (10.9)).
Chapter 11
1. Estimate the parameters of the standard stochastic volatility model from a time series of returns, for example by applying the Kalman filter as explained in Sections 11.6.3 and 11.7.
Chapter 12
You will need a source of high-frequency returns for the following questions, preferably measured every five minutes or more frequently.
1. Check the validity of the five stylized facts for intraday returns, using your database of intraday returns.

2. Compare the variance of daily returns with the variance of open-market returns (from the market’s open until the next close). Then estimate the proportion of total price variation that can be attributed to the hours when the market is closed.

3. Estimate intraday variance proportions from your data. When are these proportions highest?

4. Calculate daily measures of realized volatility, as in equation (12.32). Are your calculated numbers compatible with the three major conclusions stated at the end of page 332?
Chapter 13
1. Produce software that allows you to plot simulated observations from a continuous-time stochastic process. You could, for example, simulate geometric Brownian motion. It is more challenging and more interesting to simulate a jump-diffusion process, for example the SVCJ model described by equation (13.25) and the text that follows this equation.
Chapter 14

You will need a source of European option prices for the following questions. The dividends paid by the underlying asset will need to conform with the assumption of a constant dividend yield, explained in Section 14.2.3.

1. For a specific day, use the prices of call options to calculate the numbers in the implied volatility matrix.
2. Repeat the calculations for put options. Does a comparison of the call matrix with the put matrix support the put-call parity equation?
3. Describe the ‘term’ and ‘smile’ patterns displayed by the numbers in one of your matrices, making use of a Figure that displays all of the implied volatilities.
Chapter 15

1. a) Simulate 4000 daily observations from any ARCH or SV model of your choice.
b) Use the first 2000 observations to estimate the in-sample parameters of the GARCH(1,1) model.

c)  Use the in-sample parameters to make out-of-sample forecasts of target quantities calculated from the final 2000 observations. A suggested target is the 20-day realized variance (given by summing 20 consecutive squared returns) while the forecasts can be derived from equation (15.23).
d) Produce a scatter diagram for the forecasts f and the target quantities y. Calculate the correlation between f and y. Are the forecasts accurate?

Chapter 16

The following two questions can be combined to provide comparisons between historical and option-based density estimates, providing the data are selected carefully.

1. a) Try to obtain an up-to-date, time series of daily levels of a stock index and then estimate an appropriate ARCH model.
b) Use the simulation method outlined in Section 16.2 to estimate the density function of the index level one month after the final date in your time series. Estimate some appropriate “Value at risk” numbers.

2. a) Use a set of option prices to estimate the risk-neutral density of the underlying asset price when the options expire.
b) Investigate the shape of the real-world density defined by equation (16.91) with 
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c) Estimate some appropriate “Value at risk” numbers when 
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